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Week 6: Machine Learning in society

Machine Learning 
& Data Analysis



The half-way point. What have we done?

• Linear models for regression


• Linear models for classification


• Data visualisation and dimensionality reduction


• Model selection and evaluation
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Where are we going?

• Decision trees


• Gaussian processes


• Neural networks
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value = [1, 0, 0, 0]
class = 0
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• One of the learning objectives on this course is “…describe ethical issues 
that can arise when deploying machine learning algorithms in society”


• While I am no ethicist, I do develop ML algorithms, and people use these


• I do not want to espouse any particular views or opinions….


• I just want you to reflect, as you too may develop or deploy ML in the future 

But first, an intermission lecture
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Let’s address “AI”
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People tend to call machine learning models “AI”
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Be wary of hype (slide created when this course started a few years ago)
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Be wary of hype?? (slide created a few weeks ago)
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Reality

https://xkcd.com/1838/ https://www.pinterest.co.uk/pin/591449363544632526/ 9



Reality

https://www.nature.com/articles/s42256-021-00307-0
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Reality
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Or…

12https://www.linkedin.com/posts/eric-vyacheslav-156273169_relax-its-just-predicting-tokens-activity-7399401976935043072-nAXJ



ML can do amazing things

https://www.nature.com/articles/d41586-021-02025-4https://imagen.research.google
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ML can do truly amazing things
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Source: Someone in my D&D group via an “AI”



But things can go wrong

• Machine learning models are dumb 

• They are not human! 

• They just learn to map inputs to outputs 


• They don’t care what the data is 


• They don’t care where you got the data


• They don’t care what the task is
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I am incredibly 
stupid.



Wait a second… the models I’ve seen so far can’t do that!

• Recent breakthroughs are largely driven by deep neural networks


• With modern compute, we can train very large, highly expressive models 
(often billions of parameters)


• When trained on massive datasets, they can learn very powerful feature 
representations that boost performance across many tasks


• That said, in many deployed applications (especially with tabular data), linear 
models and tree-based models work very well
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Data bias 

• The data in that training set may not be representative of the world (or the 
world one wants)


• It may contain biases - biased data gives a biased model
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https://theintercept.com/2022/12/08/openai-chatgpt-ai-bias-ethics/https://www.theguardian.com/technology/2016/mar/24/tay-microsofts-ai-chatbot-gets-a-

crash-course-in-racism-from-twitter



Data privacy

https://www.theguardian.com/technology/2019/jul/26/apple-contractors-regularly-hear-confidential-details-on-siri-recordingshttps://www.bbc.co.uk/news/technology-55998588
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GDPR

https://www.politico.eu/article/google-fine-privacy-enforcement-france-gdpr/ https://en.wikipedia.org/wiki/GDPR_fines_and_notices
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Applications

• ML models can be used to spread misinformation


• ML models can be used for surveillance 


• ML models can be used to kill people
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https://www.bbc.co.uk/news/articles/clykpwg8lpeo



Machine learning ethics

https://hdsr.mitpress.mit.edu/pub/l0jsh9d1/release/8
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My attempt (no LM used!) - a quick ethical analysis of Language models in 
society

• Beneficence - It can increase productivity for some tasks. It allows people to 
ask questions they may otherwise be embarrassed to ask


• Non-maleficence - Companies may collect (and then train on) every single 
thing you type which, to me, feels like a violation of privacy.  Usage may 
cause cognitive decline in offloading “simple” tasks


• Autonomy - I’m not sure. LLMs are being integrated into e.g. web search and 
are quite hard to avoid. 


• Justice - Requires reliable internet access, is likely best for English speakers 
because there is the most training data


• Explainability - Not a chance in hell. There are trillions of parameters
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My attempt after I gave it to GPT 5.2
• Beneficence – Can increase productivity for some tasks (drafting, summarising, coding help). Can also 

lower barriers to asking “embarrassing” or sensitive questions by providing low-stigma support. 

• Non-maleficence – Providers may log, retain, and potentially train on user inputs, creating privacy risks 
(secondary use, breaches, loss of control over sensitive data). Overuse may also lead to de-skilling/over-
reliance by offloading routine cognitive work, and can cause harm when users trust plausible-but-wrong 
outputs. 

• Autonomy – Hard to avoid as LLMs are being integrated into core services (e.g., web search, office suites). 
This can reduce meaningful choice/consent and may subtly steer user decisions through framing and 
confident-sounding answers. 

• Justice – Benefits are unevenly distributed: requires reliable internet (and often paid access / newer 
devices) and tends to work best for English and other high-resource languages, disadvantaging speakers of 
low-resource languages/dialects and widening existing inequalities. 

• Explainability – Strong “why this output?” explanations are not realistically available: models are extremely 
complex (billions–trillions of parameters) and outputs aren’t produced via human-interpretable reasoning, 
limiting transparency and contestability (even if some audit/documentation measures exist).
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Recruitment tools

• A machine learning model trained on predominantly male applicants


• Penalised CVs that included the word “women”

https://www.bbc.co.uk/news/technology-45809919 25



Generative models

• PULSE depixelizer generates high-res images of faces from low-res inputs 


• It tends to generate white faces


• This could be because its training data is dominated by white faces

https://www.theverge.com/21298762/face-depixelizer-ai-machine-learning-tool-pulse-stylegan-obama-bias
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Generative models

• But…
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https://www.bbc.co.uk/news/technology-68412620



Auto-grading

• A level results in England + Wales were (initially) algorithmically generated in 
2020


• This disproportionately benefited privately educated students


• High-performing students at underperforming 
schools lost out


• Weight was placed on a school’s historical performance

https://www.theverge.com/2020/8/17/21372045/uk-a-level-results-algorithm-biased-coronavirus-covid-19-pandemic-university-applications 28



Deepfakes

• ML models that generate realistic faces in photos and videos


• They have been used to create hoaxes and pornography

https://thispersondoesnotexist.com
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https://www.theguardian.com/music/2024/jan/26/taylor-swift-deepfake-pornography-sparks-renewed-calls-for-us-legislation



Advertising

• Google and Meta control a massive chunk of the world’s digital advertising


• They have both invested heavily in machine learning


• An ML model can use your internet activity to profile you!


• This allows better targeting of adverts
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Recommender systems

• Lots of people get their news from social media


• ML models can decide which content to present to users


• Users are presented with content that aligns with their views


• Is this ideal?


• Could this amplify radical views? (…Yes)

https://www.science.org/doi/10.1126/science.aaa1160 31



Cambridge Analytica

https://www.theguardian.com/news/2018/mar/26/the-cambridge-analytica-files-the-story-so-far
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Lighting the fuse?

https://www.theguardian.com/technology/2021/dec/06/rohingya-sue-facebook-myanmar-genocide-us-uk-legal-action-social-media-violence
https://www.independent.co.uk/news/world/americas/us-politics/capitol-riot-was-openly-organized-on-mainstream-social-media-b1784703.html 33



Contentious applications

https://www.theguardian.com/technology/2017/sep/07/new-artificial-intelligence-can-tell-whether-youre-gay-or-straight-from-a-photographhttps://www.technologyreview.com/2016/11/22/107128/neural-network-learns-to-identify-criminals-by-their-faces/ 34



Contentious applications

https://www.faception.comhttps://edition.cnn.com/2019/01/08/health/ai-technology-to-identify-genetic-disorder-from-facial-image-intl/index.html?no-st=1549146304
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Plagiarism?

https://www.theguardian.com/technology/2023/jan/13/end-of-the-essay-uk-lecturers-assessments-chatgpt-concerns-ai 36



Cognitive decline? :(
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https://publichealthpolicyjournal.com/mit-study-
finds-artificial-intelligence-use-reprograms-the-

brain-leading-to-cognitive-decline/



Censorship and surveillance 

http://tinyurl.com/2s3jjfuz

https://tinyurl.com/4hf77rdt

http://tinyurl.com/yeyvs6dz

https://tinyurl.com/wtzt7me3
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Weaponry

https://autonomousweapons.org
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Accelerating the climate crisis
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https://earth.org/the-green-dilemma-can-ai-fulfil-its-potential-without-harming-the-environment/



Summary

• We looked at some “AI” hype and reality


• We considered data bias and privacy


• We learnt about an ethical framework that can be used for ML


• We considered some example applications and issues of using ML in society
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Q.

• Let’s find / propose an ML scenario and critique it according to Floridi and 
Cowls
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https://hdsr.mitpress.mit.edu/pub/l0jsh9d1/release/8


